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Les anomalies :  
Problèmes de cohérence 

•  Un problème d’écriture 

3 

Identificateur 
du Titre 

Titre Auteur Bibliothèque 

3 Istanbul Orhan Pamuk Centrale 
3 Istanbul Orhan Pamuk Est 

Identificateur 
du Titre 

Titre Auteur Bibliothèque 

3 Istanbul Orhan Pamuk Centrale 
3 Mon nom est Rouge Orhan Pamuk Est 

On change le titre, mais on échoue à 
changer toutes les occurrences ⇒  
La cohérence est brisée 

= <> 



La première forme normale 
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Identificateur Titre Auteur Bibliothèque Bibliothèque 
3 Istanbul Orhan Pamuk Est Centrale 
5 Les Thibault Roger Martin du 

Gard 
Centrale Ouest 

La 1ère forme normale interdit la 
duplication du même attribut. 

Identificateur Titre Auteur Bibliothèque Bibliothèque 
3 Istanbul Orhan Pamuk Centrale  Est 
5 Les Thibault Roger Martin du 

Gard 
Centrale Ouest 

Même semantique mais syntaxe différente	




Dépendance Fonctionnelle 
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Identificateur 
du Titre 

Titre Auteur Bibliothèque 

3 Istanbul Orhan Pamuk Centrale 
3 Istanbul Orhan Pamuk Ouest 

{Identificateur du titre} → {Titre, Auteur} 
{Identificateur du titre, Bibliothèque} → 

 {Identificateur du titre, Titre, Auteur, Bilbliothèque} 



La deuxième forme normale 
interdit cette table : 
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profID Nom du 
professeur  

En poste 
depuis 

Jour Horaire Cours 

33 R. Wavey 1951-09-01 Mercredi 15:00- Physique 2A 

34 … … … … … 

…en raison de la dépendance partielle : 
1.  {profID, Jour, Horaire} est un ensemble minimal qui détermine tous les 

attributs. (Cet ensemble est une clé). 
2.  La date d’entrée en poste n’est pas contenue dans la clé. (C’est un 

attribut secondaire) 
3.  La date d’entrée en poste dépend d’un ensemble {profID}, qui est un 

sous-ensemble (stricte) d’une clé {profID, Jour, Horaire}. 



La troisième forme normale 
interdit cette table: 
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Tournoi Année Vainqueur Date de naissance du 
vainqueur 

Indiana Invitational 1998 Al Fredrickson 21 Juillet 1975 

Des Moines Masters 1999 Al Fredrickson 21 Juillet 1975 

Indiana Invitational 1999 Chip Masterson 14 Mars1977 

…en raison de la dépendance 
transitive : 
1.  “Date de naissance du vainqueur” 

est un attribut secondaire 
2.  {Tournoi, Année} est une clé 
3.  {Tournoi, Année} → {Vainqueur} est 

vraie 
4.  {Vainqueur} → {Tournoi, Année} 

n’est pas vraie 

5.  {Vainqueur} → {Date de naissance 
du vainqueur} est vraie 

6.  “Date de naissance  du vainqueur” 
n’est pas dans {Tournoi, Année} 

7.  “Date de naissance du vainqueur” 
n’est pas dans {Vainqueur} 

Exemple de en.wikipedia.org	




Obtenir la troisième forme normale 
•  Entrée: un ensemble fini de dépendances fonctionnelles 

8 

•  Sortie: un ensemble fini de relations et leurs clés (en 3FN) 
 qui réalise les dépendances donnée en entrée. 

Tournoi 

Année 
Vainqueur 

Date de 
naissance de 

vainqueur 

Tournoi Année Vainqueur 

Vainqueur Date de naissance de vainqueur 

• Histoire de la troisième forme normale : 
1972 Codd → définition des formes normales 
1972 Delobel et Casey → une tentative erronée 
1975 Wang et Wedekind → une tentative erronée 
1976 Bernstein → une solution 



Étape 1/4 : éliminer les attributs superflus 
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Tournoi 

Année 
Vainqueur 

Location 

Tournoi 

Année 
Vainqueur 

Location 

Plus petit, mais équivalent 
(après avoir pris la fermeture par les 
lois d’Armstrong) 

avant 

apres 

Date de 
naissance de 

vainqueur 

Date de 
naissance de 

vainqueur 



Étape 2/4 : effacer des dépendances inférables 
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 Function find_covering fds {measure size fds} := 
      match find_covering_step fds with 
        | (fds', true) => fds' 
        | (fds', false) => find_covering fds' 
      end. 
    move => fds fds' _ _ E. 
    move: (find_covering_step_spec fds). 
    by rewrite E /=; move => [_ ?]; apply/ltP. 
  Defined. 

 Definition find_covering_step fds : seq simple_dep * bool := 
      match find_elm (fun fd => redundant fd fds) fds with 
        | None => (fds, true) 
        | Some f => (remove' f fds, false) 
      end. 

Prouver la termination 

Effacement répété des 
dépendances inférables 



Étape 3/4 : partition 
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Tournoi 

Année 
Vainqueur 

Date de 
naissance du 

vainqueur 

Location Ces deux 
dépendances 
fonctionnelles 
partagent la même 
partie gauche. 



Étape 4/4 : construction des relations 
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Tournoi 

Année 
Vainqueur 

Date de 
naissance du 

vainqueur 

Location 
Relation 2 
{Tournoi , Année, Location, 
Vainqueur} 

Relation 1 
{Vainqueur, Date de 
naissance du vainqueur} 

Les attributs soulignés sont des clés. 

On veut prouver en Coq que ces relations sont en 3FN. 



 Lemma NF3_1a_234 : 
      forall fds key sch, 
        no_extraneous fds -> (key, sch) \in algorithm1a_234 
fds -> NF3 fds sch. 
    Proof. 
      move => fds Z sch NEF H. 
      rewrite/NF3 => A K I [J' J]. 
      rewrite/transitive_dependent. 
      case => X; case => Xsch; case => AK; case => AX; 
case => KX; case => XKnot XA. 
      have Zkey : key fds Z sch. 
      + split. 
        * move: H. 
          rewrite/algorithm1a_234. 
          case/mapP; case => Z' b => ever_used_. 
          rewrite/relationify; case => ? ?; subst. 
          rewrite/superkey; split; 
          [by rewrite/sub_mem=>?;rewrite mem_undup 
mem_cat=>?;apply/orP;left|]. 
          apply: forall_closure_of => ?. 
          rewrite mem_undup mem_cat. 
          case/orP. 
          + move => ?; apply: fd_rfl; rewrite/sub_mem => ?. 
            by rewrite in_cons; case/orP ;[ move/eqP => ?; 
subst| ]. 
          + move => L. 
            move: (classify_inv _ _ Z' (find_covering fds) L 
ever_used_) => ?. 
            move: (find_covering_keeps_sem fds) => [N _]. 
            apply: closure_implies; [ | eapply N]. 
            exact: orig. 
        * move: H. 
          rewrite/algorithm1a_234. 
          have NEF' : no_extraneous (find_covering fds) 
            by apply: find_covering_keeps_no_extra. 
          move: (relationify_keeps_no_extra (find_covering 
fds) Z sch) => RKN. 
          move => H X' ? supk. 
          apply: RKN => //. 
          move: supk; rewrite/superkey; case => ? sup1. 
          split; [done | ]; apply: closure_implies; [by eapply 
sup1 | ]. 
          move: (find_covering_keeps_sem fds). 
          rewrite/equiv; tauto. 
      have H' : transitive_dependent fds sch A Z. 
      - rewrite/transitive_dependent; exists X. 
        split; [done | ]. 

        split; [move: J; rewrite/nonprime => J; apply: J; exact: 
Zkey | ]. 
        split; [done | ]; split. 
        + move: Zkey; rewrite/key/superkey; case => Zsup _. 
          apply: fd_trans; [by eapply Zsup | exact: fd_rfl]. 
        split; [ | done] => F. 
        apply: XKnot; apply: fd_trans; [by eapply F | ]. 
        move: Zkey; rewrite/key/superkey; case => Zsup _. 
        move: Zsup; case => _ Zsup. 
        apply: fd_trans; [by eapply Zsup | ]. 
        move: I; rewrite/key/superkey; case => Ksup _. 
        move: Ksup; case => ? _; exact: fd_rfl. 
      move: I AK KX XKnot => _ _ _ _; move: K => _. 
      move: Xsch AX XA => _ _ _; move: X => _. 
      move: H'; rewrite/transitive_dependent. 
      case => X; case => sub; case => AZ; case => AX; case 
=> ZX. 
      case => XZnot XA; move: H. 
      rewrite/algorithm1a_234. 
      set H := find_covering fds => Zsch. 
      suff : ~~ no_redandancy H by rewrite 
find_covering_nonredundant; done. 
      rewrite/no_redandancy -has_predC; apply/hasP; exists 
(Z, A). 
      - move: Zsch; case/mapP; case => Z' A' ZA'in. 
        rewrite/relationify; case. 
        move => ? ?; subst. 
        have : A \in A' by 
               move: J'; rewrite mem_undup mem_cat; case/
orP; 
               [ move => AZ'; apply: False_ind; move: AZ AZ'; 
move/negP | ]. 
        move => AA'; move: AA' ZA'in. 
        exact: classify_inv. 
      - simpl. 
        apply/negPn; suff L : can_infer_from (remove' (Z, A) 
H) (Z, A). 
        + rewrite/redundant. 
          apply/allP => x xH. 
          case_eq ((Z, A) == x); [move/eqP => ?; subst ;done 
| ]. 
          move/negP => noteq. 
          suff : x \in (remove' (Z, A) H) by apply: in_infer. 
          by rewrite in_remove'';apply/andP;split;[|apply/negP; 
rewrite eq_sym]. 
        + rewrite/can_infer_from. 
          suff : {subset [:: A] <= comp_closure_of (remove' (Z, 

A) H) Z} by 
          move => S; apply: (S A); rewrite in_cons; apply/orP; 
left; apply/eqP. 
          apply/incP'; apply/closureP; apply: fd_trans. 
          * have I : forall x, x \in X -> (Z, x) \in H \/ x \in Z. 
            - move => x xX. 
              have xS : x \in sch by apply: sub. 
              move: xX Zsch => _. 
              move/mapP; rewrite/relationify; case; case => W V 
WVH [? ?]. 
              subst; move: xS WVH; rewrite mem_undup 
mem_cat. 
              by case/orP => K L; [right | left; apply: classify_inv; 
eauto]. 
            have K: 
              forall x, x \in X -> closure (remove' (Z, A) H) Z [:: x]. 
            - move => x P; move: (I x P). 
              case => ?. 
              + apply: orig; rewrite in_remove''; apply/andP; 
split; [done |]. 
                by apply/eqP; case => ?; subst; move/negP: AX. 
              + apply: fd_rfl => ?; rewrite in_cons. 
                by case/orP; [move/eqP => ?; subst | ]. 
            suff : closure (remove' (Z, A) H) Z X by move => S; 
eapply S. 
            move: K;  exact: closure_all. 
          * apply/closureP. 
            case_eq (comp_closure (remove' (Z, A) H) X [:: A]); 
[done | ]. 
            move/negP/negP => I. 
            suff S : closure H X Z. 
            - apply: False_ind; apply: XZnot. 
              move: (find_covering_keeps_sem fds). 
              case => K _; move: S K; rewrite -/H; exact: 
closure_implies. 
            apply/closureP; apply: l1'; [ | by eapply I]. 
            rewrite/comp_closure; apply/incP'; apply: 
comp_closure_of_complete. 
            apply: closure_implies; [by eapply XA | ]. 
            move: (find_covering_keeps_sem fds); rewrite/
equiv; tauto. 
    Qed. 

Prouver la mise en 3FN 

•  Essentiellement en suivant la preuve 
papier de Bernstein 
21 lines on paper 
199 lines in ssreflect 

•  Formalisation des structures de 
donnée qui représentent les 
inférences (transparent suivant) 
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Formalisation de la démonstration de 
Bernstein [1976] 
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Inductive closure : seq att -> seq att -> Prop := 
| orig: forall X A, 
    theory (X, A) -> closure X [:: A] 
| perm: forall X X' Y Y', 
    X =i X' -> Y =i Y' -> closure X Y 
                               -> closure X' Y' 
| fd_rfl: 
    forall (X Y : seq att), {subset Y <= X}  
       -> closure X Y 
| fd_aug: 
    forall X Y Z W, {subset Z <= W} -> 
      closure X Y -> closure (X ++ W) (Y ++ Z) 
| fd_trans: 
    forall X Y Z, closure X Y -> closure Y Z 
       -> closure X Z 
. 

Ce sont les lois d’Armstrong [1974]. 	


“nodes”, “leaf”, sans définitions	




Les axiomes d’Armstrong [1974] 

1. La réflexivité: Y ⊆ X implique X → Y 
2. L’augmentation: Z ⊆ W et X → Y impliquent 

X ∪ W → Y ∪ Z 
3. La transitivité: X → Y et Y → Z impliquent 

X → Z 
 
Il s’agit d’une axiomatisation correcte et 
suffisante de la sémantique relationnelle des 
dépendances fonctionnelles 

15 



La terminaison des algorithmes 
•  La terminaison de la fermeture des inférences 

(vis-à-vis des axiomes d’Armstrong) [étape 2/4] 
–  On obtient une séquence d’ensembles. 
–  Les tailles convergent parce que croissantes et 

délimitées (nombre fini d’attributs) 
–  Quand les tailles convergent, la fermeture est définie 

•  La terminaison de l’algorithme de Bernstein 
–  C’est plus facile parce que toutes les étapes sont une 

simplification 
–  Répéter la simplification jusqu’à ce que c’est 

impossible de la faire 

16 



Aperçu du code Coq 
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Module Lignes de 
code 

Contenu 

Les axiomes d’Armstrong et leur 
fermeture 

562 + 104 104 lignes pour prouver qu’une 
séquence délimitée monotone 
converge. 

Les définitions et les propriétés des 
étapes 

630 Preuves un peu répétitives. 

L’algorithme produit une 3FN. 199 Technique (beaucoup de 
variables) 
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Un exemple 

 = Some 
         (Decimal (four, [::]),  
           Some (Some negative,  
                       (five, [:: five])), 
         " + 3"%string) 
     : option (num_literal_data * string)	


Eval vm_compute in get numeric_literal ".4E-55 + 3”. 

Decimal Some 

Negative 

5 [::5] 

4 [::] 

19 " + 3"% 



Exemple tiré de la documentation de SQLite 
Litéral Numerique	


répétition 

 numeric_literal_ := (consequence (num_main <*> num_exponent) _ _) 
 num_main  := (consequence (lu <+> ld) _ _) 

 lu  := (consequence (numerics1 <*> decimals) _ _) 
 ld  := (consequence (dot *> numerics1) _ _) 

 numerics1  := (consequence (easy_many1 numeric_char _ _)) 

_ Preuve fournié par l'utilisateur 
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Concaténation 
<*> 

Choix 
 <+> 

Juste des inférences logiques	


On fournit des combinateurs en Coq pour écrire formellement cette grammaire:	




L’affichage réversible  

données	


“chaîne de charactères”	


Affichage 
formaté	


Analyse 
syntaxique	


données	


21 



Le type des affichages 
réversibles 

 
Record syntax A precond := 
 
  { print : (A * string) -> string; 
 
    parse : string -> option (A * string); 
 
    reverse : forall a str, 
                precond (a, str) -> 
                parse (print (a, str)) = Some (a, str); 
 
}. 
 

Analyse 
syntaxique	


Réversibilité conditionnelle	


22 

Affichage 
formaté	




Le type des affichages 
réversibles 

 
Record syntax A precond prop := 
 
  { print : (A * string) -> string; 
 
    parse : string -> option (A * string); 
 
    reverse : forall a str, 
                precond (a, str) -> 
                parse (print (a, str)) = Some (a, str); 
 
    spec : forall str a rest, 
                parse str = Some (a, rest) ->  
                prop str (a, rest) 
}. 
 

Affichage 
formaté	


Analyse 
syntaxique	


Réversibilité conditionnelle	
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La propriéte “prop” est vraie 
pour “str” et “(a, rest)” 	




La concaténation	


pour B	


pour A	


Affichage formaté et 
analyse syntaxique 
pour les paires 
(A * B)	


afficher	


afficher	
parser	


parser	


24 



Le choix	


analyser	
 analyser	


formater	
 formater	
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Nom Année Réversibilité <*> <+> Répétition Commentaire 

Hirai 2014 Donné une condition 
explicite 

Oui Oui Oui JFLA 2014 

Matsuda, 
Wang 

2013 Si l'analyseur est 
sans ambiguïté 

Oui Oui Oui Pas de preuve 
formelle 

Danielsson 2010, 
2013 

Si l'analyseur est 
sans ambiguïté 

Oui Oui Oui Ies grammaires 
infinies, 
prouvé en Agda 

Affeldt, 
Nowak, 
Oiwa 

2013 Sans conditions Oui Non Oui en Coq, 
“Somme 
dépendante” 

Kennedy, 
Benton et al 

2013 Sans conditions Pas mentionées Prouvé en Coq pour 
un langage spécial 
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Affichage réversible:  
Comparaison avec les travaux similaires 
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Les Structures d’Indexe 
Généralisées [Hellerstein, 1995] 
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La structure normale	
 Les petites 
données	


Les grandes 
données	


La structure généralisée	


Figure
5:

A
n

index
before

(left)
and

after
(right)

an
insert

operation.
T

here,index
keys

are
rectangles

and
data

are
circles.

W
hen

a
circle

is
inserted,one

of
the

rectangles
is

expanded
to

contain
it.

T
he

rectangle
ischosen

so
thatthe

expansion
isthe

sm
allest.

T
hese

picturesare
draw

n
in

C
oq

by
vm_compute

in
(draw_ms

ms
n0),w

hich
produces

a
script

for
A

sym
ptote

(http://asymptote.sourceforge.net).

4.
G

eneralized
Index

Structures

Indexesare
the

com
ponentofdatabase

system
sthatm

akesthe
retrievalofinform

ation
faster.

T
he

best
perform

ance
isobtained

using
concurrentindexesthatthreatensthe

correctnessofthe
im

plem
entation.

For
illustration,one

m
ay

find
bug

fixes
on

G
iST

indexes
in

release
versions

for
PostgreSQ

L
(versions

8.4.3
and

8.4.17).
B

ecause
of

the
interleaving

(or
w

orse,
non-serializable)

execution
of

several
processes,concurrent

indexes
have

a
highly

non-determ
inistic

behavior
that

m
akes

testing
ineffective.

C
onsequently,form

alization
using

a
proof-assistant

such
as

C
oq

appears
as

the
only

w
ay

to
guarantee

a
correct

im
plem

entation.
T

he
m

ost
w

idely
used

index
data

structures
are

variants
ofB

+
trees

[16],w
hich

are
generalized

by
“generalized

search
trees”

(G
iST

)
[14].

G
iSTs

are
im

plem
ented

in
PostgreSQ

L
and

used
in

particular
for

geographicaldata
(PostG

IS)
and

genom
e

sequences
(B

ioPostgres).
G

iSTs
generalize

the
types

of
the

searched
data

and
the

search
keys.

U
nlike

B
+

trees,the
keys

do
not

have
to

be
totally

ordered.
For

exam
ple,the

searched
data

can
be

a
circle

in
the

plane,the
key

can
be

a
rectangle,and

one
can

search
the

index
w

ith
a

rectangle
for

allthe
circles

contained
in

the
rectangle

(see
Fig.5).

T
he

user
of

G
iST

m
ust

supply
the

types
of

data
and

keys
along

w
ith

several
functions

satisfying
a

fixed
set

ofaxiom
s.

T
he

algorithm
uses

the
user-supplied

functions
for

choosing
w

hich
branch

to
follow

.
T

he
user-supplied

functions
m

ust
satisfy

som
e

axiom
s,

w
hich

are
w

ritten
on

paper
[14]but

only
used

in
inform

aldescriptions.
In

this
section,w

e
investigate

the
form

alization
ofG

iST
searching

algorithm
s.

A
s

a
first

step,w
e

restrict
ourselves

to
the

sequentialcase.
In

Sect.4.1,w
e

first
form

alize
a

sim
ple

m
em

ory
m

odel.
In

Sect.4.2,w
e

verify
a

G
iST

searching
algorithm

using
this

m
odel.

4.1.
T

he
M

em
ory

M
odel

for
G

iST

A
G

iST
is

a
tree

w
ith

a
single

top
node

and
m

any
leafnodes.

A
node

contains
a

sequence
ofentries

and
each

entry
contains

a
pointer

to
a

child
node

or
a

piece
ofdata.

T
he

users
ofG

iST
m

ust
specify

a
set

of
predicates

on
data.

Since
the

predicates
are

stored
in

m
em

ory
and

are
also

used
as

search
queries,w

e
assum

e
a

type
pred

:
eqType

for
predicates

accom
panied

by
an

interpretation
function:

Variable
pred

:
eqType.

Variable
pred_interp

:
pred

→
data

→
bool.

T
he

m
em

ory
m

odel
supporting

the
tree

structure
is

form
alized

as
follow

s.
W

e
assum

e
a

type
pointer

:
eqType.

A
n

entry
is

a
pair

ofa
predicate

and
a

pointer:
Inductive

entry
:
Set

:=
Entry

:
pred

→
pointer

→
entry.

O
ne

can
look

at
the

predicate
to

decide
w

hether
or

not
to

follow
the

pointer.
A

pointer
state

is
either

em
pty,a

node
or

a
piece

ofdata,and
a

m
em

ory
state

is
just

a
function

from
pointers

to
pointer

states:

L’ordre total est supposé.	




Les clés et  
les données générales ont 
quelques axiomes	
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box in which the data below a pointer is contained. If the
query region and the pointer’s key box overlap, the pointer is
traversed.
Note that in the above description the only restriction on

a key is that it must logically match each datum stored be-
low it, so that the consistency check does not miss any valid
data. In B+-trees and R-trees, keys are essentially “con-
tainment” predicates: they describe a contiguous region in
which all the data below a pointer are contained. Contain-
ment predicates are not the only possible key constructs,
however. For example, the predicate “elected official
has criminal record ” is an acceptable key if every data
item stored below the associated pointer satisfies the pred-
icate. As in R-trees, keys on a node may “overlap”, i.e. two
keys on the same node may hold simultaneously for some tu-
ple.
This flexibility allows us to generalize the notion of a

search key: a search key may be any arbitrary predicate that
holds for each datum below the key. Given a data structure
with such flexible search keys, a user is free to form a tree by
organizing data into arbitrary nested sub-categories, labelling
each with some characteristic predicate. This in turn lets us
capture the essential nature of a database search tree: it is a
hierarchy of partitions of a dataset, in which each partition
has a categorization that holds for all data in the partition.
Searches on arbitrary predicates may be conducted based on
the categorizations. In order to support searches on a predi-
cate , the user must provide a Boolean method to tell if is
consistent with a given search key. When this is so, the search
proceeds by traversing the pointer associated with the search
key. The grouping of data into categories may be controlled
by a user-supplied node splitting algorithm, and the character-
ization of the categories can be donewith user-supplied search
keys. Thus by exposing the key methods and the tree’s split
method to the user, arbitrary search trees may be constructed,
supporting an extensible set of queries. These ideas form the
basis of the GiST, which we proceed to describe in detail.

3 The Generalized Search Tree
In this section we present the abstract data type (or “object”)
Generalized Search Tree (GiST). We define its structure, its
invariant properties, its extensible methods and its built-in al-
gorithms. As a matter of convention, we refer to each in-
dexed datum as a “tuple”; in an Object-Oriented or Object-
Relational DBMS, each indexed datum could be an arbitrary
data object.

3.1 Structure

A GiST is a balanced tree of variable fanout between
and , , with the exception of the root node,
which may have fanout between 2 and . The constant is
termed theminimum fill factor of the tree. Leaf nodes contain

ptr pairs, where is a predicate that is used as a search
key, and ptr is the identifier of some tuple in the database.
Non-leaf nodes contain ptr pairs, where is a predicate

used as a search key and ptr is a pointer to another tree node.
Predicates can contain any number of free variables, as long
as any single tuple referenced by the leaves of the tree can in-
stantiate all the variables. Note that by using “key compres-
sion”, a given predicate may take as little as zero bytes of
storage. However, for purposes of exposition we will assume
that entries in the tree are all of uniform size. Discussion of
variable-sized entries is deferred to Section 6. We assume in
an implementation that given an entry ptr , one can
access the node on which currently resides. This can prove
helpful in implementing the key methods described below.

3.2 Properties

The following properties are invariant in a GiST:

1. Every node contains between and index entries
unless it is the root.

2. For each index entry ptr in a leaf node, is true
when instantiated with the values from the indicated tu-
ple (i.e. holds for the tuple.)

3. For each index entry ptr in a non-leaf node, is
truewhen instantiatedwith the values of any tuple reach-
able from ptr. Note that, unlike in R-trees, for some
entry ptr reachable from ptr, we do not require
that , merely that and both hold for all tuples
reachable from ptr .

4. The root has at least two children unless it is a leaf.

5. All leaves appear on the same level.

Property 3 is of particular interest. An R-tree would re-
quire that , since bounding boxes of an R-tree are ar-
ranged in a containment hierarchy. TheR-tree approach is un-
necessarily restrictive, however: the predicates in keys above
a node must hold for data below , and therefore one need
not have keys on restate those predicates in a more refined
manner. One might choose, instead, to have the keys at
characterize the sets below based on some entirely orthogonal
classification. This can be an advantage in both the informa-
tion content and the size of keys.

3.3 Key Methods

In principle, the keys of a GiST may be arbitrary predicates.
In practice, the keys come from a user-implemented object
class, which provides a particular set of methods required by
the GiST. Examples of key structures include ranges of inte-
gers for data from (as in B+-trees), bounding boxes for re-
gions in (as in R-trees), and bounding sets for set-valued
data, e.g. data from (as in RD-trees, described in Sec-
tion 4.3.) The key class is open to redefinition by the user,
with the following set of six methods required by the GiST:

Consistent( , ): given an entry ptr , and a
query predicate , returns false if can be guaranteed
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unsatisfiable, and true otherwise. Note that an accurate
test for satisfiability is not required here: Consistent may
return true incorrectly without affecting the correctness
of the tree algorithms. The penalty for such errors is in
performance, since they may result in exploration of ir-
relevant subtrees during search.

Union( ): given a set of entries ptr
ptr , returns some predicate that holds for all

tuples stored below ptr through ptr . This can be
done by finding an such that .

Compress( ): given an entry ptr returns an
entry ptr where is a compressed representation
of .

Decompress( ): given a compressed representation
ptr , where Compress , returns an en-

try ptr such that . Note that this is a poten-
tially “lossy” compression, since we do not require that

.

Penalty( ): given two entries ptr
ptr , returns a domain-specific penalty for

inserting into the subtree rooted at . This is used
to aid the Split and Insert algorithms (described below.)
Typically the penaltymetric is some representation of the
increase of size from to Union . For
example, Penalty for keys from can be defined as
area Union area [Gut84].

PickSplit( ): given a set of entries ptr ,
splits into two sets of entries , each of size at
least . The choice of the minimum fill factor for a
tree is controlled here. Typically, it is desirable to split
in such a way as to minimize some badness metric akin
to a multi-way Penalty, but this is left open for the user.

The above are the only methods a GiST user needs to sup-
ply. Note that Consistent, Union, Compress and Penalty have
to be able to handle any predicate in their input. In full gener-
ality this could become very difficult, especially for Consis-
tent. But typically a limited set of predicates is used in any
one tree, and this set can be constrained in the method imple-
mentation.
There are a number of options for key compression. A sim-

ple implementation can let both Compress and Decompress
be the identity function. Amore complex implementation can
have Compress( ptr ) generate a valid but more compact
predicate , , and let Decompress be the identity func-
tion. This is the technique used in SHORE’s R-trees, for ex-
ample, which upon insertion take a polygon and compress it
to its bounding box, which is itself a valid polygon. It is also
used in prefix B+-trees [Com79], which truncate split keys
to an initial substring. More involved implementations might
use complex methods for both Compress and Decompress.

3.4 Tree Methods

The key methods in the previous section must be provided by
the designer of the key class. The tree methods in this sec-
tion are provided by the GiST, and may invoke the required
key methods. Note that keys are Compressed when placed on
a node, and Decompressed when read from a node. We con-
sider this implicit, andwill notmention it further in describing
the methods.

3.4.1 Search

Search comes in two flavors. The first method, presented in
this section, can be used to search any dataset with any query
predicate, by traversing asmuchof the tree as necessary to sat-
isfy the query. It is the most general search technique, analo-
gous to that of R-trees. A more efficient technique for queries
over linear orders is described in the next section.

Algorithm Search

Input: GiST rooted at , predicate

Output: all tuples that satisfy

Sketch: Recursively descend all paths in tree whose
keys are consistent with .

S1: [Search subtrees] If is not a leaf, check
each entry on to determine whether
Consistent . For all entries that are Con-
sistent, invoke Search on the subtree whose
root node is referenced by ptr.

S2: [Search leaf node] If is a leaf,
check each entry on to determinewhether
Consistent . If E is Consistent, it is a
qualifying entry. At this point ptr could
be fetched to check accurately, or this check
could be left to the calling process.

Note that the query predicate can be either an exactmatch
(equality) predicate, or a predicate satisfiable by many val-
ues. The latter category includes “range” or “window” pred-
icates, as in B+ or R-trees, and also more general predicates
that are not based on contiguous areas (e.g. set-containment
predicates like “all supersets of 6, 7, 68 ”.)

3.4.2 Search In Linearly Ordered Domains

If the domain to be indexed has a linear ordering, and queries
are typically equality or range-containment predicates, then a
more efficient search method is possible using the FindMin
and Next methods defined in this section. Tomake this option
available, the user must take some extra steps when creating
the tree:

1. The flag IsOrdered must be set to true. IsOrdered is a
static propertyof the tree that is set at creation. It defaults
to false.
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Ces axiomes sont facilement 
exprimés en Coq.  	




Couche du 
langage de 
manipulation  

Base de données 

Couche du 
modèle relationnel 

Couche des 
disques et de la 
mémoire 

« SELECT * FROM menu ; »  

Analyse syntaxique 

Normalisation 

Arbre-indexe  

Optimisation des 
requêtes 

Concurrence × 
La récupération d'un crash × 
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[Lehman, Yao 1981] 

SELECT 

* menu 

C
et

te
 p

ré
se

nt
at

io
n	


✔ 
✔ 
Modèle en Coq 
(avec ajout et 
recherche de 
données) 



Permettre de lire pendant écrire	

•  Le fil d’écriture divise le node a dans a’ et b’  

[Lehman, Yao 1981]	
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La stratégie de formalisation 

•  Il faut oublier la sémantique relationnelle 
•  Les attributs sont juste les habitants d’un 

type (avec égalité décidable) 
•  Une dépendance fonctionnelle est une 

paire de séquences d’attributs 
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Le choix <|>	


syntax A P Q 
print  : (A * string) -> string 
parse  : string ->  

option (A * string)	

reverse : print-parser is reversible 

on (a, str) satisfying P 
spec  : when parse succeeds, Q 

is satisfied	


<|>	


syntax B P’ Q’ 
print’  : (B * string) -> string 
parse’  : string ->  

option (B * string)	

reverse’ : print’-parse’ is 

reversible on (b, str) 
satisfying P’ 

spec’  : when parse’ succeeds, 
Q’ is satisfied	


=

syntax (A + B) ??  ???	

print†  : ((A + B) * string) -> string 
parse†  : string -> option ((A + B) * string)	

reverse† : print†-parse† is reversible on (inl 

b, str) satisfying ?? // and for A 
spec†  : When parse† succeds, Q or Q’ 

is satisfied	


b satisfies P’ and 
print†-parse does not 
produce A result.  

Printer-parser for A	
 Printer-parser for B	


Printer-parser for (A + B)	
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Améliorations Potentielles? 

•  Comment exécuter les analyseurs en C ou 
ruby? 

•  La grammaire deverait être un type de 
données (peut-être coinductive à la 
[Danielsson 2013]). 
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La concaténation <*>	


syntax A P Q 
print  : (A * string) -> string 
parse  : string -> option (A * string)	

reverse : (parse ο print) est réversible 

sur (a, str) satisfaisant P 
spec  : Quand parse réussit,  

Q est satisfait	


<*>	


syntax B P’ Q’ 
print’  : (B * string) -> string 
parse’  : string -> option (B * string)	

reverse’  : print’-parser’ is reversible on 

(b, str) satisfying P’ 
spec’  : When parse’ succeeds, Q’ is 

satisfied	


=

syntax (A * B) ?1  ?2 
print†  : (A * B * string) -> string 
parse†  : string -> option (A * B * 

string)	

reverse† : print† -parse† is reversible 

on (a, b, str) satisfying ?1 
spec†  : When parse† succeeds, ?2. 

Is satisfied	

The composition of Q and 
Q’ (as relations).	


If (b, str) satisfies P’ and 
Q’ mid_str (b, str) then 
(a, mid_str) satisfies P 

Affiche formaté/analyse 
syntaxique pour A	


Affiche formaté/analyse 
syntaxique pour B	


Affiche formaté/analyse syntaxique pour A*B	
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La troisième forme normale 

Référence: 
http://fr.wikipedia.org/wiki/Forme_normale_(bases_de_données_relationnelles) 

Catalogue des formes normales: 
1.  1FN : la première forme normale 
2.  2FN : la deuxième forme normale 
3.  3FN : la troisième forme normale 
4.  FNBC : la forme normale de Boyce Codd 
5.  4FN : la quatrième forme normale 
6.  5FN : la cinquième forme normale 
7.  FNDC: la forme normale domaine clé 
8.  6FN : la sixième forme normale (rarement présentée)	
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Les propriétés ACID pour 
les systèmes de base de données 

•  Atomicité 
Les changements sont appliqués complètement ou 
pas du tout. Les changements partiels doivent etre 
corrigés. 

•  Cohérence 
Les changements d’états valides résultent en des 
états valides. 

•  Isolation 
Même les changements concurrents simulent une 
exécution temporellement en série. 

•  Durabilité 
Les changements opérés sont permanents, sauf en 
cas de nouveaux changements. 
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Les anomalies :  
 Problèmes de cohérence 

•  Une anomalie d’effacement 

38 

profID Nom de 
l’enseignant  

En poste 
depuis 

Cours Jour Horaire 

33 R. Wavey 1951-09-01 Physique 2A Mercredi 15:00- 

34 … … … … … 

profID Nom de 
l’enseignant 

En poste 
depuis 

Cours Jour Horaire 

34 … … … … … 

On enlève juste un cours,  
mais un enseignant disparaît  



Dépendance fonctionnelle 
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profID Nom de 
l’enseignant  

En poste 
depuis 

Cours Jour Horaire 

33 R. Wavey 1951-09-01 Physique 2A Mercredi 15:00- 

34 … … … … … 

{profID} → 
 {Nom de l’enseignant, En poste depuis} 

{profID, Jour, Horaire} → 
 {Cours} 

{profID, Jour, Horaire} → 
 {profID, Nom de l’enseignant, En poste depuis, Cours, 

Jour, Horaire} 



Premier Algorithme de Bernstein 
[Bernstein, 1976] 
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Coq lines 



Les Propriétés Préservées 

•  Chaque étage préserve la clôture des 
dépendances fonctionnelles! 

•  Trés facile à formaliser et prouver.　
(めんどうだけど) 
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Perspective: Second algorithm de 
Bernstein 

•  Le nombre des relations produites par le premier 
algorithme de Bernstein n’est pas optimal 

•  Le second algorithme de Bernstein donne un 
nombre de relation optimal (= le plus petit) 
(réponse au challenge de Codd). 

•  Nous avons formalisé le second algorithmique mais 
pas encore sa preuve. 

•  Les multi-dépendances, formes normales 4 et 5. 

42 



Finish because A is not 
readable	


La répétition	
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La répétition	


A is not readable	
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“S’il y a une dérivation (graphique) qui 
utilise une dépendance g,”  
[Bernstein, trans.] 

Pourquoi ces objets 
graphiques? 

“Si toutes les dérivations 
(graphiques) utilisent une 
dépendance g,” 

Une reformulation: 


